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Only “Elites” can Train Massive Models
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How to Train Massive Models on Commodity Servers?
Efficiently?




The Main Challenge:
Training Memory Footprint >> GPU Memory Capacity

128 GB footprint for training GPT2

GPU
16 GB V100




Promising Technique #1: Single-GPU Memory Virtualization™

*

[VDNN, MICRO’16]
[LMS, SysML’18]

CPU Host Memory [SwpAdv, ASPLOS’20]
[Sentinel, HPCA'21]
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Excessive Swap Overhead: Repeated Swaps across Data Batches
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Promising Technique #2: Model/Pipeline Parallel Training
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* Model Parallelism [Megatron, arXiv’19]
* Pipeline Parallelism [GPipe, NeurIPS’19] [PipeDream, SOSP’19]




Promising Technique #2: Model/Pipeline Parallel Training

GPU GPU GPU GPU

* Model Parallelism [Megatron, arXiv’19]
* Pipeline Parallelism [GPipe, NeurIPS’19] [PipeDream, SOSP’19]

Great for models that fit collective GPU memory capacity 9



But on Commodity Servers:
Training Memory Footprint > Collective GPU Memory Capacity
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But on Commodity Servers:
Training Memory Footprint > Collective GPU Memory Capacity
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Harmony: A New Framework for Massive Model Training
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Harmony: A New Framework for Massive Model Training
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Example: Training 6-layer DNN on 2 GPUs with Harmony
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Example: Training 6-layer DNN on 2 GPUs with Harmony
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Correctness of Training in Harmony
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Correctness of Training in Harmony
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Harmony provides both “Single GPU Abstraction” and “Synchronous SGD”
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